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Kubernetes For The Busy Developer 
 
Kubernetes (pronounced "koo-burr-NET-eez" or "kyu-burr-NET-eez") comes from 

a Greek word that means 'pilot' or 'helmsman.' An apt name, seeing as Kubernetes, 

helps you navigate the choppy seas of containerized applications. 

 

What does Kubernetes do? What does all that mean? What are containerized 

applications and Docker? What is 'orchestration'? How does Kubernetes work? 

How does it scale? You may have many other questions in mind, but all questions 

are good and we are going to answer them here.  

 
Cloudplex has put together this guide to help you enter the world of Kubernetes. 

 

In a nutshell, it provides a platform or tool to help you quickly orchestrate or scale 

up your containerized applications, especially on Docker. Let’s dive deep into the 

concepts of this world. 

 

Containerization and Containers 
 

So what is a container? 

 

Well, first consider a virtual machine (VM), which is, 

just as the name says, a virtual server that you can 

connect to remotely, such as the servers you can start 

on Amazon Web Services (AWS's) EC2 or on 

Microsoft's Azure platforms. 

 
Next, think of a web-based application developed and running on a VM – perhaps it 

includes a MySQL database, a React.js frontend, and some Java libraries, all 

running on the Ubuntu operating system (OS). Don't worry if you are not familiar 

with one of those technologies – for now, just keep in mind that an application 

consists of various components, services, and libraries, and it runs in an 

environment such as an operating system. 
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Now, our application is packaged into one VM, which remember, includes our 

Ubuntu OS. This makes VM's really bulky – typically a few to several gigabytes in 

size. 

 

The VM contains a whole operating system with all its libraries, and most of them 
are not used by our applications. If you need to recreate or backup or scale-up this 

application, you need to copy the entire unwieldy thing, and then wait for the 

several minutes it will take to start it in a new environment. If you want to upgrade 

the version of a given component, say a React.js app, you will need to rebuild the 

entire machine image. Also, if two of your apps are using a common dependency, 

upgrading the latter will impact both apps, while sometimes, you need to upgrade 

this very dependency for just one app, not both. This is what we can describe as 

dependency hell. 

 

The solution to this mess is containers. A 

container is the next level of abstraction 

after virtual machines, in which each 
component of the whole application is 

individually packaged into a standalone unit. 

And each of these units is what's called a 

container. In this way, we achieve full 

portability (the ability to run an app on any 

OS or environment) by separating code and 

app services from the underlying 

architecture. So in our case, the Ubuntu OS is one unit (container). The MySQL 

platform and the database within it is another container. The React.js environment 

and its attendant libraries - that's another container. 

 

But wait. How is the MySQL database 'running' on its own? Surely a database must 

be itself run on an OS, right? Quite true. 
 

A higher-level container such as the MySQL container will actually include the 

necessary libraries to communicate and integrate with the lower-level OS 

container. So you can think of containers as being individual elements of a stack, 

with each element being dependent on the one below it. And this is similar to how 
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shipping containers are stacked on a ship or at a port, with each container's 

stability depending on the one below it for support. So at their heart, application 

containers are a controlled execution environment. They allow you to define that 

environment from the ground up, starting from the operating system to the 

individual versions of libraries you want to use to the version of your code you 

want to add. 
  

 
An important concept related to containers is 'microservices.' This refers to the creation 
and packaging of an application's individual components as independent services so that 
each one can be easily replaced, upgraded, debugged, etc. In our example, we would 
create one microservice each for our React.js frontend, another microservice for the 
MySQL database, another for the Java middleware part, and so on. It is obvious that 
microservices are complementary to and mesh well with containerization. (Read more 
about microservices in our blog Microservices Mesh – Part I) 
 

 

And now, Docker 
You now have a pretty good idea of what containers are, right? Now, just as 

amazon.com is the best-known site for online retail, Docker is the most widely used 

platform for creating and managing applications via containers, aka the most 

widely used containerization tool. 
 

Docker is an open-source project, initially developed in 2013. It allows you to 

package and create containers and container-based apps. It is supported on all 

Linux distributions as well as Windows and macOS. 

 

There are other containerization tools, such as CoreOS rkt, Mesos Containerizer, 

and LXC. However, according to all the containers surveys, the vast majority 

(~80%) of containerized apps are run on Docker. 
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Now Back to Kubernetes 
Now that you have a clear overview of Docker and containers let's get back to 

Kubernetes. 

First, a brief history: Kubernetes was originally developed in the mid-2000s by 

Google engineers for their internal use. In 2014 they released it as an open-source 

project for use by anyone. 

And how does Kubernetes come in when talking about containers? Let's go back to 

our containerized web-application example. Assume our app is growing 

successfully, and we are signing up an increasing number of users every day. 

 

Now we need to scale up our backend resources so that users navigating to our 

website do not notice pages taking forever to load, and those annoying page or site 

timeouts. One solution would be to simply increase the number of containers and 

then employ one or more load-balancers to distribute the incoming load (in the 
form of user requests) to our containers.  

 

This would work well, but only up to a point. When we start to get to 

hundreds of thousands or millions of user requests, then even this 

approach is itself not scalable. You would require dozens, perhaps 

hundreds of load-balancers, which is another headache in itself. We 

would also run into problems if we wanted to perform any upgrades to 

our site or app because the load balancing cannot take this into account. We would 

need to individually configure each load balancer, and then upgrade the containers 

served by that balancer. Imagine the amount of manual labor you'd have to 

undertake when you have 20 load balancers and 5 or 6 small updates every week. 

 
What we need is a way to roll out any changes all at once to all containers we want. 

And also a way to easily spin up, or orchestrate, new and ready-to-go containers 

whenever we need. And bonus points if this spinning-up process can itself be 

automated. Well, we're in luck, because this is exactly what Kubernetes does! 

 

In the following sections of this guide, we are going to look at how exactly 

Kubernetes works, its various components and services, and more details about 

how it is used to orchestrate and manage and monitor containerized environments. 

For simplicity’s sake, we will assume we are using Docker containers, even though 
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as previously mentioned, Kubernetes supports several other container platforms 

apart from Docker. 

 

Kubernetes Architecture and Components 
First off, it is important to realize that Kubernetes utilizes the ‘desired state’ 

principle. This means that you define the desired state of your components, and it is 

up to the Kubernetes engine to align them to this state. 

  

For instance, you want to always have your web 
server running in 4 containers for load balancing 

purposes, and your database replicated into 3 

different containers for redundancy purposes. 

This is your desired state. If anyone of these 7 

containers fails, the Kubernetes engine will 

detect this and automatically spin up a new 

container to ensure the desired state is 

maintained. 

 

Now let’s define some important Kubernetes components, as also covered in more 

detail in this blog post: 

 

● When you first set up Kubernetes, you create a cluster. All other 
components are part of a cluster. You can also create multiple virtual 

clusters, called namespaces, which are part of the same physical cluster. This 

is very similar to how you can create several virtual machines on the same 

physical server. If you don’t need and therefore don’t explicitly define any 

namespaces, then your cluster is created in the default namespace that 

always exists. 

 

● Kubernetes runs on nodes, which are individual machines within the cluster. 

Nodes may correspond to physical machines if you run your own hardware, 

but more likely correspond to virtual machines running in the cloud. Nodes 

are where your application or service is deployed, where the work in 
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Kubernetes gets done. There are 2 types of nodes – the master node and 

worker nodes. 

 

● The master node is a special node that controls all the others. On the one 

hand, it’s a node like any other in the cluster, which means it’s just another 

machine or virtual instance. On the other hand, it runs the software that 
controls the rest of the cluster. It sends messages to all the other nodes in 

the cluster to assign work to them, and they report back via an API Server on 

the master. 

 

● The master node also itself contains a component called the API Server. This 

API is the only endpoint for communication from the nodes to the control 

plane. The API Server is critically important because this is the point through 

which worker nodes and the master communicate about the status of pods, 

deployments, and all the other Kubernetes API objects. 

 

● Worker nodes do the real work in Kubernetes. When you deploy containers 

or pods (to be defined shortly) in your application, you’re deploying them to 
be run on the worker nodes. Workers have the resources to host and run one 

or more containers. 

 

● Kubernetes’ logical, not physical, unit of work is called a pod. A pod is 

analogous to a container in Docker. Remember we saw earlier that 

containers let you create independent, isolated units of work that can be run 

independently. But to create complex applications such as a web server, you 

often need to combine multiple containers, which then run and are managed 

together in one pod. This is what pods are designed for – a pod allows you to 

take multiple containers and specify how they come together to create your 

application. And this further clarifies the relationship between Docker and 

Kubernetes – a Kubernetes pod usually contains one or more Docker 

containers, all managed as a unit. Read more about pods and containers in 
this other blog post. 

 

● A Kubernetes service is a logical set of pods. Think of a service as a logical 

grouping of pods which provides a single IP address and DNS name through 

which you can access all pods within the service. With a service, it is very 
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easy to set up and manage load balancing, and this helps a lot when you need 

to scale out your Kubernetes pods as we shall see shortly. 

 

The Replication Controller or ReplicaSet is another key feature of Kubernetes. It is 

the component responsible for actually managing the pod lifecycle – starting pods 

when instructed by the service or if pods go offline or are accidentally stopped, and 
also killing pods if the service instructs to do so, perhaps because of decreased user 

load. So in other words, the replication controller helps achieve our desired state 

regarding the specified number of running pods. 

 

What is Kubectl? 
You use the kubectl utility to communicate with the Kubernetes cluster and your 

pods. Kubectl is an interface/ environment that consists of several Bash-like 

commands. For example, to list all pods in your cluster you issue this command: 

kubectl get nodes. And this other command to view your cluster information: 

kubectl cluster-info. You can also use the Yaml language to create 

definitions of almost all the objects we have discussed in this blog 

series. This other blog post delves some more into Yaml for 

Kubernetes. 

 

Autoscaling in Kubernetes 
Remember that one of the reasons for setting up Kubernetes, rather than using 

Docker containers directly, is because of Kubernetes’ ability to autoscale to meet 

the demands of our workload. 

 

 
Autoscaling is achieved by setting up your cluster to increase the number of nodes 

as service demand increases, and also reduce the number of nodes as demand 

decreases. But also, keep in mind that nodes are ‘physical’ structures – we put 

‘physical’ in quotes because remember that many times, they are actually virtual 

machines.  
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Anyway, the fact that nodes are physical machines means that our cloud platform 

must allow the Kubernetes engine to create new machines. Google Cloud has 

always supported this ability, and Microsoft Azure and Amazon’s EKS service 

recently added support for it as well. You can read more about a comparison of the 

various cloud providers’ support for Kubernetes in this article. 

 
We have only offered an intro to Kubernetes. If you would like to read 

and learn much more, especially on how to install and actually start 

working in Kubernetes, then check out our blog, check out Cloudplex’s 

great blog and how-to series. You can also go through the official 

Kubernetes documentation site. 
 

Let’s continue with some more concepts, this time, related to networking. 

 

What are kubernetes Ingress and Egress? 
Recall that for all intents and purposes, an external user or application interacts 

with our Kubernetes pod as if it were a real server. That means we need to define 

security rules for what traffic is allowed into and out of our "server", just as we 

would for any other server that hosts an application(s).  

 

This incoming traffic to our Kubernetes pods is called ingress, and outbound traffic 

from our pods to the world is called egress. You create ingress policies and egress 
policies mainly to restrict unwanted traffic into and out of your services. And these 

policies are also where to define the ports which your pod will use to accept 

incoming and transmit outgoing data/ traffic. Read more about how to define 

ingress policies here. 

 

What is an Ingress Controller? 
But before you can define ingress and egress policies, you must first 

start the component known as an ingress controller; it is not started by 

default in your cluster. There are different types of ingress controllers, 

and the Kubernetes project by default supports only the Google Cloud 
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and the Nginx ingress controllers out of the box. If you require additional or 

different controllers, such as Amazon's AWS controller, you set these up according 

to the rules and instructions of whichever environment you are in. You can also 

start multiple ingress controllers according to your cluster's needs. 

 

What are Replica and ReplicaSet? 
For the sake of resiliency, it is always a good idea to create multiple copies of pods 

on different nodes. These are called replicas. Let's say one of your desired state 

policies is 'Always maintain 3 copies of the pod named webserver-1'. This means 
your replication controller or ReplicaSet will monitor the number of active replicas 

of that pod, and if one is unavailable for any reason (such as the node 

it's hosted in goes down), then a new one will be automatically 

created by the Deployment Controller (defined next). 

 

The desired state is defined in a deployment.  

A sub-component of the master node known as the deployment controller is 

responsible for actually implementing and altering the current state to the desired 

state.  

 

So, for instance, if you currently have 2 replicas of a pod and your desired state says 

you should have 3, the Replication Controller or ReplicaSet will automatically 

detect this and instruct the deployment controller to deploy a new pod #3 
according to the predefined settings. 

 

 

 

What is Service Mesh? 
We previously defined what microservices are. Closely related to 

this is the concept of the microservices mesh, also called a Service 

Mesh. A mesh manages network traffic between microservices.  
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It utilizes the networking setup between your containers to control or change the 

interactions between different components within your application. Let's illustrate 

this service mesh concept with an example: 

 

Consider that you want to test Nginx's new release to check if it's compatible with 

your web application.  
 

You have created a new container (Container2) with the new Nginx version and 

copied over your current Nginx webserver config from the current container 

(Container1). But you don't want to affect the other microservices that make up 

the web application (assuming each container corresponds to a separate 

microservice) - that is, the MySQL database, the Node.js frontend, the load 

balancers, etc.  

 

So using a service mesh setup, you can instantly change 

only the webserver microservice to Container2 (the one 

with the new Nginx version) for testing. And if you 

determine it does not work, say because it causes some 
compatibility issues with your website, then you call on 

the service mesh to quickly switch back to the original 

Container1. And all this without making any other 

configuration changes to any of the other containers - 

the changes are completely transparent to the other 

containers. Without a service mesh setup, this would be a tedious task involving 

changing configuration settings on all other containers, one by one, to point the 

services they contain from Container1 to Container2, and then after the testing 

failure, changing them all back. Read more about service mesh in this article. 
 

 

 

 
 

In this previous part of our Kubernetes guide, we introduced some concepts 

related to Kubernetes networking.  
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Networking in Kubernetes may be tricky and hard to understand if 

you are just starting, you may need some practice to understand 

how all of this really works and move to more advanced use cases. 

 

In the next part, we shall take a look at some more topics 

surrounding Kubernetes - how do you get started on learning Kubernetes, how to 
install and test Kubernetes locally, and some great monitoring and security tools 

for Kubernetes. 

 

How to Learn Kubernetes? 
There are basically 3 different routes to self-taught Kubernetes knowledge. We 

have only offered a general outline here; it is advisable to also read through this 

post for more details: 

 

1. Learning and installing Kubernetes from scratch: For real mastery of 

Kubernetes, you cannot do much better than installing Kubernetes from 

scratch yourself. Be warned though, Kubernetes from scratch is not an easy 

beast to slay. Installing Kubernetes is not simply a “download file -> click 

install” type of operation; Kubernetes consists of multiple components, some 

running in separate containers that must be individually installed and 

configured. And even before you begin on Kubernetes, you need to be pretty 

technically savvy to prepare the operating system you are installing it in, 
which will most likely be some flavor of Linux. If you decide to go this route, 

you are best advised to stick to one of the step-by-step tutorials online or 

use guided tutorials such as this one on Github that is literally named 

‘Kubernetes the Hard Way.’ Also, keep in mind that even though it is 

technically free as an open-source solution, Kubernetes does come with 

some hidden costs that may not be obvious to a beginner. 

 

2. Kubernetes Self-hosted solutions: These solutions are tools and utilities that 

greatly ease the task of installing and configuring a small Kubernetes cluster 

on your local computer. They are a great way to learn the ins and outs of 

Kubernetes, while not being too daunting for a newbie and being lightweight 

enough to be installed on a personal computer. The most popular self-hosted 
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Kubernetes tools and environments are Minikube, MicroK8s, and Kind. 

Minikube and MicroK8s are even included in the official Kubernetes 

documentation – here and here. Keep in mind, though, that these solutions 

often have some limitations – for example, Minikube only allows the creation 

of one node. Despite these drawbacks, these tools are highly recommended 

because they combine ease of learning with cost-efficiency for a beginner 
just getting started on Kubernetes. 

 

3. Cloud-hosted Solutions: Commercial cloud platforms have noticed the rise 

of Kubernetes and have recently provided customized Kubernetes solutions 

to meet this demand. The 3 most prominent such solutions are, naturally, 

from the largest cloud providers – Amazon’s EKS (Elastic Kubernetes 

Service), Google’s GKE (Google Kubernetes Engine), and Microsoft’s AKS 

(Azure Kubernetes Service). Each of them has its strengths and weaknesses, 

as explained at length in this same article. 
 

Testing and Debugging Kubernetes Locally 

As part of installing Kubernetes locally, you will most likely also require some 

testing and debugging capability to make sure everything is running smoothly, 

especially with tricky tasks such as defining ingress and egress policies. Also, there 

is an entire ecosystem of useful Kubernetes add-ons that you may want to use to 

extend your Kubernetes cluster functionality. Adding all these necessitates yet 

more testing to ensure they are playing nice with your base Kubernetes 

installation. 

 

Some of the best tools for developing and debugging your Kubernetes services 

locally are CloudPlex, Microsoft Bridge to Kubernetes, and telepresence.  
These tools let you run a single service locally while connecting that 

service to a remote Kubernetes cluster. This allows you to connect 

your local machine and will enable it to operate as part of a larger 

cluster – great for developing services locally instead of on your 

production cluster. 
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The Kubernetes project has also understood the need for end-to-end (E2E) testing 

for Kubernetes installations. To this end, the core project team has been ensuring 

that E2E testing is more properly supported in recent releases. This includes 

capabilities such as allowing the reuse of tests and incorporating testing for more 

external add-ons and drivers. Read more about this in the Kubernetes blog. 
 
 

Kubernetes Monitoring Tools 
Kubernetes provides detailed information about your application's resource usage 
at each level of the cluster in which the app is installed – pods, containers, services. 

This detailed information enables you to evaluate your application's performance 

and identify which bottlenecks can be removed to improve overall performance. 

 

After all, monitoring helps you in understanding technical 

details about how your application and cluster performs, and 

this will help you in gaining knowledge and skills if you want 

to learn Kubernetes. 

 

Kubernetes contains 2 inbuilt metrics-gathering utilities for 

monitoring – the resources pipeline and the full-metrics 

pipeline. The resources pipeline is a lower-level and more 

limited tool and is mainly focused on metrics relating to the 
various controllers. The full-metrics pipeline, as its name implies, fetches and 

displays a much richer set of metrics from almost all cluster components. Read 

more about these pipelines here. 
 

There are also 3rd-party tools that can be installed and integrated into your 

Kubernetes cluster. Two of the best and most widely-used such tools for 

Kubernetes are Prometheus and Grafana. 

 

1. Prometheus is a richly-featured open-source system monitoring and alerting 

utility. Prometheus contains an internal datastore that it uses to collect 

advanced metrics such as time-series data generated. Prometheus also has 

an extensive series of plugins available that allow it to expose data to various 
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external solutions, and to import data from any number of other data 

sources, including all the major public cloud-monitoring solutions we 

described previously – Microsoft AKS, Amazon EKS, and Google GKE. 

Interestingly, Amazon even recommends Prometheus for monitoring in its 

EKS platform, tacitly acknowledging its superiority over its in-house 

CloudWatch monitoring tool. 
 

2. And Grafana is a great dashboard, analytics, and data-visualization utility. It 

does not have the full-featured data collection capability of Prometheus, but 

then Prometheus in turn does not have the slick data-presentation interface 

of Grafana. In fact, these 2 are best deployed in combination – Prometheus 

for data collection and aggregation, and Grafana for data presentation. 

Together they create a powerful combination that covers data collection, 

basic alerting, and visualization. 

 

3. For advanced alerting, you can add tools like Cabot, Nagios, ngDesk, or 

Prometheus Alertmanager or paid services like VictorOps, OpsGenie, or 

PagerDuty. These alerting tools have usually a plethora of integrations. You 
can define different teams and on-call shifts for each team. You can then 

define what parameters you want to monitor - such as ‘When any pod is 

unavailable’ or ‘When any node is unreachable’, ‘When the volume gets to 

90% full’, etc, and then send any combination of customized notifications via 

email, SMS text, mobile-app alert, phone call to the individual(s) on call. You 

can also create escalation policies, such as: If an alert defined as ‘Critical’ is 

not acknowledged within 10 minutes by an on-call person, then escalate 

(send alert) to the person’s manager. 

 

 

You now have a great overview of Kubernetes and Docker. You know what 

Kubernetes does, and how it can simplify application deployment and management 

via Docker containers. 

 

 
15                                                                                                                         www.cloudplex.io 

https://grafana.com/
https://www.sumologic.com/blog/prometheus-vs-grafana/


Debugging and monitoring technologies are not just operational tools but you can 

consider them as learning tools too. What’s best than learning by doing? This is why 

we included some tools you can implement in your Kubernetes setup. 

 

Remember that if your application is tiny and you do not anticipate many changes 

or significant fluctuations in user demand (such as an application used only 
internally in a company) then Kubernetes may be overkill, and in such a scenario 

you may be better served to work directly in Docker.   
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We make Kubernetes easy for developers 
 

CloudPlex makes designing, developing, testing, and deploying Kubernetes 

applications painless and fast.  

 

CloudPlex helps developers create and manage Kubernetes clusters using intuitive 

drag and drop canvas to design, develop, test, configure, deploy, monitor, and 

manage Kubernetes applications — without the pain of YAML manifest and config 
files. CloudPlex automatically generates and validates YAML manifest, and config 

files. 

You can seamlessly integrate with all major CI tools. With CloudPlex, deploying 

Blue/Green, Canary, and Highlander version upgrades is easy and automated. No 

need to set up, configure, analyze, and manually switch 

between deployments 

 

Using our platform, you will be able to develop, test, and 

debug in your local IDE against a production-like 
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environment. Cloudplex provides diagnostic dashboards with a full stack trace and 

rich metrics. 

 

 

 

Real-life applications require more than just containers. CloudPlex lets developers 
seamlessly integrate serverless functions, legacy applications, cloud provider 

managed services, and third-party APIs, with Docker containers. Create a free 

account today and start creating and managing your Kubernetes applications 

instantly. No credit cards required. 

 

 

CloudPlex Visual Kubernetes 
Application Platform is Built With 

 

 

 

Free Hands-On Kubernetes 
Labs 
Learn Kubernetes through our hands-on labs. These 

labs target the key pain points of Kubernetes 

encountered by developers and are specially designed 
to make developers productive very quickly 
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Thank you for downloading and reading this guide,  
CloudPlex team. 
 

CloudPlex is an all-in-One visual Kubernetes application platform. While Kubernetes 
offers a huge promise for the enterprise, it has placed a massive burden on developers. 
We founded CloudPlex to address this problem.  
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